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Abstract 

The combination of medical imaging techniques and computer graphics capabilities has made it possible to model and 
simulate the operation of various parts of the human body. This paper describes the development of an animated model of 
the human knee joint using the Visible Human dataset as the source of anatomical data and advanced rendering 
software for the display and user interface. A description of the Visible Human dataset is given. The anatomy of the knee 
joint is described and the methods used to extract the relevant details from the dataset and construct the components of the 
model are outlined. Details of the kinematics of the knee joint and the methods used to model them are presented. Finally. 
we describe the interface that was developed to allow users to interact with the model. 

Introduction 

The medical imaging techniques that have been developed 
in the past fifty years have made it possible to obtain 
information about the interior of the human body in a non
invasive way. With the development of computer graphics 
capabilities that make it possible to construct and display 
three-dimensional models of real and imaginary objects, it 
is now possible to create realistic models of human organs 
and joints which behave in a similar way to real organs and 
joints. 

This paper describes a project in which an animated model 
of the human knee joint was constructed. The anatomical 
details of the knee joint were derived from a set of images 
in the Visible Human dataset. These images were obtained 
using standard imaging techniques, rather than any of the 
tomographic imaging techniques in clinical use today, but 
the same approach could be used equally well with data 
from tomographic imaging systems. For the purposes of 
the project, the Visible Human dataset was a more 
accessible source of data. 

The project employed a number of standard techniques for 
creating and rendering three-dimensional models. In 
addition, it was necessary to develop novel techniques to 
deal with some of the difficulties peculiar to this problem. 
In particular, new methods for refming the model to 
improve its appearance and reduce the time taken to render 
it were developed. In addition, the kinematics of the knee 
joint were modelled using information extracted from the 
dataset. 

In this paper, we describe the Visible Human dataset and 
the anatomy of the knee joint. We then outline the 
segmentation techniques used to extract the details of the 
geometry of the knee joint from a subset of the images in 
the dataset and the way these were used to construct the 

components of the model. The kinematics of the knee joint 
are described, together with the approach used to model 
them. The interface that was developed to allow users to 
interact with the model is also described. 

The Visible Human Dataset 

The Visible Human dataset was a deliverable from the 
Visible Human Project, which was undertaken by the 
National Library of Medicine (USA) in 1986 [7]. Images 
of longitudinal sections of human cadavers (male and 
female) obtained by Magnetic Resonance Imaging (MRI), 
Computerised Tomgraphy (CT) and full colour imaging 
make up the dataset. 

The model was intended to illustrate the motion of the 
bones making up the knee joint. Bone is best depicted by 
CT imaging, so the data used to construct the model was 
taken from the CT images of the knees of the male 
cadaver. Only one knee was modelled. 

The er data of this part of the body was obtained when the 
cadaver was in a frozen state. The data for the whole body 
was taken at 1 mm intervals with a resolution of 512 by 
512 pixels by 4096 greyscale levels. There are 1876 slice 
images covering the whole body, of which 189 slices were 
used, covering the range of distances from 1234 mm to 
1423 mm from the top of the head. 

Anatomy of the Knee Joint 

The knee is made up of four major bone segments: the 
femur, the tibia, the fibula and the patella (knee cap). The 
femur is the large upper limb bone which connects the 
knee to the hip. The tibia is the lower limb bone which 
connects the knee to the ankle. The fibula is a long thin 
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bone segment that connects to the lateral side of the tibia. 
The patella is a bone segment that acts as the anterior cover 
of the knee. 

The knee joint also involves muscles, ligaments and 
cartilage structures, but these were not included in the 
model. 

The. knee joint is considered to be the combination of three 
separate articulations: the medial femorotibial articulation 
is the articulation of the medial condyles of the tibia and 
femur; the lateral femorotibial articulation is the 
articulation of the lateral condyles of the tibia and the 
femur; and the femoropatellar articulation is the 
articulation between the femur and the patella. The 
tibiofibular articulation (between the tibia and the fibula) is 
not considered to be part of the knee joint and was not 
included in the model. 

Segmentation 

Segmentation of the CT images was necessary to extract 
from them the information relating to each bone segment 
of the knee. The output from the segmentation process 
was a set of slice image files for each of the segments. 
Each set of image files contained the information 
necessary to render the surface of one bone segment. 

The design of the segmentation process had to balance two 
conflicting objectives: it had to be as automatic as possible 
while being as general as possible. It proved to be 
impractical to make the process completely automatic. 
However, it was possible to restrict user intervention to the 
determination and input of certain parameters that 
controlled the process. 

The purpose of the segmentation process was to 
distinguish between pixels relating to bone and all other 
pixels. While it was generally true that the intensity of 
bone pixels was greater than the intensity of pixels relating 
to other tissue types, the variation in density of the bone 
segments resulted in variations in pixel intensity. This had 
the consequence that segmentation could not be carried out 
on the basis ofpixel intensities alone. 

It was therefore necessary to use some intelligent 
segmentation techniques to improve the performance of the 
segmentation routines. The fact that the objects of interest 
were solid implied that it should be possible to match 
pixels in each image with pixels in the neighbouring 
images using connectedness properties. 

It was decided that the segmentation should be carried out 
as a two-stage process. Thresholding of the pixel 
intensities would be followed an analysis of the way in 
which the pixels were connected. A segmentation pipeline 
which carried out these stages was developed (Figure 1). 
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Figure 1: The segmentation pipeline 
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The first step in the segmentation pipeline was the 
application of a masking operator to isolate the region of 
each image that contained the knee. This reduced the 
number of pixels that would be included in the later steps 
of the .segmentation process and speeded up the 
computation. 

!his region was then thresholded to produce a binary 
una:ge. The threshold value was set at 130. This value was 
determined by an examination of the range of intensities 
typical of bone pixels. 

A 3D connectivity algorithm was implemented to isolate 
the pixels relevant to each of the bone segments. For each 
segment, a seeding slice was identified. In this slice, the 
segment consisted of a single well-defmed region. A 6-
connectedness based algorithm was used to isolate the 
bone segment in this slice. This was then used as the 
starting point of the connectivity algorithm, which was 
based on 26-connectedness of voxels in adjacent slices. 
This produced a binary image for each slice, where the 
"on" pixels represent the structure of interest. 

For input to the surface generation algorithm the binary 
images were dilated using an algorithm described by Pitas 
[ 4] using a cross-shaped structuring element. They were 
then used as masks to select the necessary pixels in the 
original images. 

This segmentation process required the following as user 
input: the threshold value, the region of interest, the 
seeding slice and the slice range. Once these were 
supplied, the process was completed automatically. 

Surface Refinement 

Despite the design of the segmentation process, a number 
of artefacts are introduced into the images. The effect of 
these artefacts is to introduce discontinuities into the 
surfaces of the bone segments, as shown in Figure 2. 
These discontinuities were eliminated by the use of a 
surface refmement process. 
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Figure 2: Surface inconsistencies in the femur 

The surface refmement process generated smoothed 
images from the output of the segmentation pipeline using 
splines. These images were part of the input to a surface 
refmement pipeline as shown in Figure 3. 

Cardinal splines were generated from user-supplied control 
points to smooth the edges of the bone segments. These 
were used to defme the boundaries of the segments. The 
resulting images were then smoothed using closure and 
erosion operations. 

The segmented slice images were thresholded and 
complemented before being combined with the smoothed 
spline images using the intersection operation. These were 
smoothed again using a dilation operation and combined 
with the thresholded segmented slice images using a union 
operation to produce a set of masks that were again applied 
to the original images. 

This process was found to improve the appearance of the 
surfaces of the bone segments, removing many of the 
artefacts that resulted in the surface having a jagged and 
discontinuous appearance, while retaining the surface 
structure. The improvement can be seen by comparing 
Figure 4 with Figure 2. 
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Figure 3: The surface refinement pipeline 

Figure 4: Femur surface after refmement process 

... 

The use of surface refmement and simplification were 
crucial to the success of this project. Without them, the 
animation would be slowed to the extent of limiting the 
users' understanding of the movement of the knee, and 
even to the point where the model would become unusable. 
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Rendering Techniques 

The main requirements for rendering the bones in the 
interactive model of the knee joint were the following: 
• minimal rendering time for interactiveness; 
• the production of a three-dimensional description that 

was reasonably small in size; 
• independence of bone segments for individual 

manipulation; 
• realistic depiction of the original dataset. 

These requirements were considered in choosing between 
surface fitting algorithms and direct volume rendering 
algorithms for rendering the surfaces of the bone segments. 
Surface fitting algorithms are faster and generate smaller 
descriptions. In addition, there was no need for 
visualisation of the internal structure of the bone segments, 
so volume rendering was not required. Direct volume 
rendering requires a new traversal of the data set every 
time the relative position of the segments changes. With 
surface rendering, only the parts that have moved need to 
be rendered again. These advantages were sufficient to 
justify the choice of surface fitting over direct volume 
rendering, despite the fact that the quality of the output 
would be slightly less. 

Several surface fitting methods were evaluated, including 
the Cuherille method of Herman and Liu [2], the contour
connecting method proposed by Keppel and the Marching 
Cubes algorithm of Lorenson and Cline [3]. The marching 
cubes algorithm was chosen because it offered the best 
quality output in comparison to computational cost. The 
actual algorithm used was an adaptation of the original 
algorithm proposed by Watt and Watt [8]. 

Even though the marching cubes algorithm delivers good 
performance, it was considered to be necessary to improve 
the speed of rendering by simplifying the surfaces. This 
was achieved by reducing the number of triangular 
elements used for their description. 

The surface refinement process reduced the number of 
triangular surface elements required to render the bone 
segments by between 30 and 60 per cent, since it removed 
artefactual details. The decimation algorithm of Schroeder 
et al. [5] was used to reduce the number of triangular 
surface elements in the model still further, usually by a 
further factor of about 50 per cent. 

Knee Kinematics 

It was decided not to attempt to devise a biomechanical 
model of the knee joint as this would require modelling of 
the forces involved and the properties of the bones, 
muscles, ligaments and cartilage structures. This would 
result in an extremely complex model, which would 
depend on many parameters whose values would be 
difficult to estimate. 

Instead, it was decided to construct a purely kinematic 
model of the knee joint, which would illustrate the relative 

21 

motion of the bone segments without regard for the 
dynamics of the tissues concerned. 

The knee joint has three rotational. degrees of freedom, 
with rotation being possible in the sagittal, transverse and 
frontal planes. Displacement movement is also possible, 
but restricted, in these planes. 

Rotational movement in the sagittal plane is calledjlexion 
or extension. Movement through about 140 degrees is 
allowed in this plane. 

Rotational movement in the transverse plane is called 
internal or external rotation. The range of movement is 
small compared to that in the sagittal plane. 

A very small amount of rotational movement is possible in 
the frontal plane. It is called abduction or adduction. 

Displacement movement is possible in the sagittal plane 
and results from the sliding of the femur on the tibia. 
Possible displacements in the other planes are negligible 
and are ignored in the model. 

Kinematic Modelling 

There are a number of kinematic models for flexion and 
extension of the knee joint that have been described in the 
literature. These include the articulated quadrilateral 
model, proposed by Strasser [6] and implemented in a 
computer simulation by Biggioggero et al. [1] and the 
instant centre model, which models flexion and extension 
by rotations about points which change over time. 

An extension of the instant centre model is the condyle 
surface model. The condyle surface is the articulating 
material between the femur and the tibia. As the femur 
moves relative to the tibia in flexion and extension, it rolls 
and slides its condylar surfaces against those of the tibia. 

If flexion and extension are modelled as pure rotations 
with a static centre of rotation, this would force the 
condyles to interpenetrate. At full flexion, the femur 
would then appear to exist within the bone structure of the 
tibia. If the femur is translated upwards as it rotates, a 
constant distance between the condylar surfaces can be 
maintained and a realistic appearance preserved. 

This combination of translation and rotation correctly 
models the flexion and extension movements articulating 
on a stationary tibial contact point. The amount of vertical 
translation can be determined from the geometry of the 
femoral condylar surface. Measurements of the head of 
the femur were taken in order to determine the relationship 
between the angle of flexion and the amount of vertical 
translation. Inspection of the graph of this relationship 
suggested that it could be described by a piecewise 
polynomial function. 
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The polynomials used to describe the relationship were 
found using a least squares regression technique. The 
relationship between the translation distance d and the 
angle of flexion <I> is given by the following equations. 

d = -14.9247<j>4+23 .9355cJl3-9.7188cJl2+4.6147<j>+22.1216 
when 0 S <I> < 0.9425 

d = -2.0408<j>2+7.8783<j>+20.4428 
when 0.9425 S cJl < 1.4661 

d = -2.7836$2+ 18.1 052$+6.6976 
when <1> ~ 1.4461. 

There is a slight inaccuracy in this model arising from the 
fact that it assumes a stationary tibial contact point, while 
in reality the femur slides along the tibial condyle 
posteriorly. An additional translational component is 
needed to make allowance for this. 

Internal and external rotation movements occur in the 
transverse plane and can be modelled as pure rotations as 
little sliding occurs in this plane. However, the range of 
angles through which these rotations are possible vary 
depending on the angle of flexion of the knee. A fourth 
order polynomial was found to describe this relationship 
effectively and a restraint based on this relationship was 
incorporated into the model. 

Other motions that were incorporated into the model were 
the screw-home effect and the motion of the patellofemoral 
joint. 

The User Interface 

The user interface allows the user to specify the following: 
• the view point; 
• the angle of extension or flexion; 
• the angle of internal or external rotation; 
• the bone segments displayed. 

The user can choose to display any combination of patella, 
femur, tibia and fibula. In addition, a number of animated 
movements can be displayed. 

The user interface was implemented using C++ and the 
Open Inventor 3D rendering toolkit on a Silicon Graphics 
02 workstation. A Motif graphical user interface was 
constructed using the toolkit. The 3D rendering is carried 
out in a Open Inventor examiner window which has 
controls for manipulating the model as a whole. The 
animations were implemented using Open Inventor sensors 
to ensure consistent performance on a range of hardware. 

Figure 5 shows the graphical user interface with a view of 
the model displayed. 

Conclusion 

This project has demonstrated that it is possible to 
construct a simple yet realistic animated model of the knee 
joint using anatomical data from the Visible Human 
dataset and some simple kinematic models to describe the 
relative motions of the bone segments. 

There is a great deal of scope for extending this model. 
The muscles, ligaments and cartilage structures can be 
incorporated into the model, but it will probably be 
necessary to develop dynamic models of these components 
as simple kinematic models are unlikely to describe their 
behaviour adequately. 

This project is a goo.d example of how visualisation 
techniques can be applied to the development of realistic 
models of parts of the body. 
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Figure 5: The user interface with a view of the knee joint displayed 
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